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1. Introduction

Reinforcement learning (RL) studies the problem of
finding effective solutions to sequential decision mak-
ing problems (Sutton & Barto, 1998). For many agent-
based applications, it is critical that an RL algorithm
be very sample efficient: that it takes very few actions
to learn an effective policy.

This paper is motivated primarily by the observa-
tion that the world is too large to explore exhaus-
tively. Therefore, we would like an agent that can
learn an effective policy without exploring every state.
To achieve this goal, the agent should avoid exploring
some states by generalizing knowledge it has learned
from other states. In addition, we want to drive the
agent to explore the states in which the model makes
inaccurate predictions, so that it can learn a more ac-
curate model.

In this work, we explore the possibility of using exist-
ing supervised learning techniques to build generaliz-
able models of Markov Decision Processes (MDP) that
provide information on the accuracy of their predic-
tions that could be used to motivate an agent’s explo-
ration. We then empirically compare the predictions
of these models across three example domains.

2. Models

We adopted the standard Markov Decision Process
formalism for this work (Sutton & Barto, 1998). An
MDP consists of a set of states S, a set of actions A,
a reward function R(s, a), and a transition function
P (s′|s, a). In each state s ∈ S, the agent takes an
action a ∈ A. Upon taking this action, the agent re-
ceives a reward R(s, a) and reaches a new state s′. The
new state s′ is determined from the probability distri-
bution P (s′|s, a). Model-based reinforcement learning
methods learn a model of the domain and then simu-

late actions inside their models. The domain can be
modeled by approximating its transition and reward
functions.

For our agent to behave as desired, the technique for
learning a model of the MDP should have the following
properties:

• Generalizes predictions well to unvisited states

• Has some measure of confidence in the accuracy
of its predictions (It knows what it knows)

Using a model with these properties, the agent can ex-
plore the states in which the model has low confidence,
and learn a model about the world without exploring
every state by generalizing its knowledge to unseen
states.

We examined whether existing supervised learning
techniques can be used to learn this model. Each
model needs to predict the P (s′|s, a), R(s, a) and
its confidence in its prediction C(s, a) for each state-
action pair. The confidence is used to compare the
relative prediction accuracy of the model across dif-
ferent state-action pairs, but not across models. We
compare against a tabular model as well.

We compared model learning techniques based on the
following supervised learning algorithms (confidence
measure in parenthesis):

• C4.5 Decision Tree (Quinlan, 1986) (C = number
of instances in leaf)

• Committee of Decision Trees (confidence based on
model agreement)

• Random Forest (Breiman, 2001) (confidence
based on model agreement)

• Support Vector Machines (SVM) (Burges, 1998)
(C = distance from decision boundary)
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• Neural Networks (Rumelhart et al., 1986) (C =
difference of predicted probabilities and 1.0)

• K Nearest Neighbors (Cover & Hart, 1967) (C =
average distance of k nearest neighbors)

• Tabular (C = number of visits to state)

3. Experiments

We performed experiments comparing the seven dif-
ferent models on three domains. The domains were
selected as examples of factored domains in which
it should be possible to generalize knowledge across
states. For each experiment, the model was trained on
some number n of (s, a, s′, r) transitions that were ran-
domly sampled from the MDP. We then recorded the
predictions of the model for every state-action in the
MDP along with the model’s confidence in each pre-
diction. The model’s predictions were then compared
with the correct transitions in the MDP.

The first domain used in the experiments is the clas-
sic Taxi domain introduced by Dietterich (Dietterich,
1998). We also performed experiments in a gridworld
domain we call the Castle domain, and a non-gridworld
problem called the Lights domain.

4. Results

We tested each algorithm on the three domains while
varying the number of training samples from 50 to
25600, doubling each time. We thresholded the con-
fidence measures of the models to classify some pre-
dictions as unknown. Predictions with confidence be-
low threshold were labeled as unknown and predictions
with confidence over the threshold were tested and la-
beled as correct or incorrect.

By varying the confidence threshold over the entire
range of confidences reported by the model, we built
plots of the operating characteristics of each model.
The data was plotted with the x axis representing the
percentage of transitions classified as unknown, which
varies from 0 to 100%. The y axis shows the percentage
of the known predictions that were classified correctly.

Figure 1 shows the operating characteristics of the
models after being trained on 50 sample transitions in
the Taxi domain. Here the tree committee performed
the best, followed by the single tree. The tabular and
random forest models performed reasonably well. The
SVM started improving rapidly after 800 samples, and
it surpassed the tree methods as the best model by
6400 samples. By 25600 samples, the SVM model was
nearly perfect, classifying more than 95% of the sam-
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Figure 1. Operating characteristics of the models after
training on 50 samples in the Taxi domain

ples correctly at 0% unknown. We had similar results
on the Castle and Lights domains, with the tree-based
methods performing the best after a small number of
samples, and SVM and tabular models doing the best
later.

5. Discussion

Our results showed that existing supervised learning
techniques can be used as a model learning technique
for an RL agent. Experiments across three domains
show that the models generalize well and have suffi-
cient knowledge of what they know. While these re-
sults look promising, the ultimate test of these meth-
ods is to use them to learn models in a model-based
reinforcement learning algorithm.
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